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Outline

e Last week’s summary (10 min)

 What the Method section is for (10 min)
* Problem Formulation in 3 steps (30 min)
* Your Turn (35 min, including break)
 Model Architecture in 2 steps (25 min)

 Your Turn (40 min)



Last week’s summary

 Don’t forget the important modules / steps in your figure.

* |f your color boxes already provide clear information, you don’t have to focus

on the colors themselves.

 Even though you find paper’s captions quite short, you should try to make your
caption more detailed (longer) since we are practicing English writing. Once

you know how to write longer, you definitely know how to make them shorter.



For the second item in the previous slide

Liu, Ziyi, et al. "Self-contradictory reasoning
evaluation and detection." Findings of EMNLP 2024.

Jin, Qiao, et al. "Medcpt: Contrastive pre-trained transformers with large-
scale pubmed search logs for zero-shot biomedical information retrieval."
Bioinformatics 39.11 (2023): btad651.

Evaluation

The driver offered a ride to the teacher but he
refused the offer. who is 'he'?

Since the driver is the one making the offer, it
follows that 'he’ in the question refers to the

@ DB

driver. The teacher's refusal of the offer does not A /{ MedCPT QEnc J - R | o o, ]  Modsts
affect who is being referred to in the initial action. S/
o
& & In-batch negatives
Isn't it contradictory? The reasoning says 'he’ is ) ,
. ey s 255M relevant = ( MedCPT DEnc J R Article . RELISH
::e df;'vegblf’;‘statﬁs ItII: thie‘ tetaC:]I?r \;Vho :‘efused query-article pairs article 1 representation SciDocs
e offer. So ‘he’ should refer to the teacher. S —
J Local negatives retrieval
. | . TREC-COVID,
Detection 18M semantic query ( MedCPT CrossEnc | R ' | Query-article NFCorpus, BioASQ,
D think th _ b _ ¢ query-article pairs article 'L © rOSSERC ) re-ranking relevance SciFact, SciDocs
o you think the reasoning above is self-
Q contradictory given the question and prediction? ) Trainin ‘ Inference 1 Zero-shot
) g ] T evaluation
| couldn't see the contradiction of the reasoning_ Figure 1. A h|gh'|eve| OveI‘VIeW Of thIS WOI’k MedCPT COntaInS a query enCOder (QEnC),
Looks fine to me. a document encoder (DEnc), and a cross-encoder (CrossEnc). The query encoder and

document encoder compose of the MedCPT retriever, which is contrastively trained by
255M query-article pairs and in-batch negatives from PubMed logs. The cross-encoder is
: : the MedCPT re-ranker, and is contrastively trained by 18M non-keyword query-article
Figure 1: An example for self-contradictory reason- . . . y Y ! ywore query

, , fail pairs and local negatives retrieved from the MedCPT retriever. MedCPT achieves state-
ing and detection by LLMs. LLMs fail to generate of-the-art performance on various biomedical information retrieval tasks under zero-shot

consistent reasoning and are poor at detecting the self- settings, including query-article retrieval, sentence representation, and article
contradiction. representation.



Today’s Learning Objectives

* By the end of class, we hope you can:
1. State your task in one plain sentence, then in symbols.
2. Introduce every symbol with its meaning and its size.
3. Say exactly what the model sees at training time and at test time.
4. Turn your Figure 1 into the outline of the Architecture subsection.

5. Typeset vectors, matrices, sets, and function names correctly.



What the Method section is for

A reader should be able to rebuild (or reproduce) your method from this
section alone.

 Not "understand roughly what you did". Rebuild.

 Thatis a high bar, and it is why the Method section is long.

* |tis also why we split it over two weeks.



Don’t be afraid !!

T A \ A& . . .
@ LHe TV ALEF RN « As we mentioned earlier, Datasets is a

FREEM (194 AfD) subsection in Methods.

MBI R 800g (1OMMR) - EHI 28 - EEA 1R  ATHED 11 " . oy
&N AW2E M1UMR (PR) - FRES I RHE S AN 18 * Writing content in Methods s just like
BIRALK : FRIIHES 2 ARL ~ FH 120ml ~ K7 50ml ~ K& 1 ARE ~ 7K 1500ml writing the ingredient part of a recipe.

LSRR EE4 BTN 4L BINER - BiEOH , - _
« &J Imagine you are writing something to

HED B help others cook (reproduce) a bowl! of beef
JIBERR : SBAERYAR (04545  BRBEK) - BBk  BALREDHE
H > B ESEAIEE BB SR E ARG - noodles (your method)

BEDE : 3ETOZH AR  BE - SESBHRE  BEMARTRE > Bk
VKD AT B S ¥ some beef

B L2 SARATEEY  MAKED EHEIE - BENEBBE A BRI > W 800g beef shank (two pieces)

RIS SN I B R -

1EKER : BMAIRKEM - 4 - 5% > BAIABK (FEBMBEEM) IRAKE - X X We use most of the qualified questionnaire
R \K > DIEIBI 1.5 28 » HEI4 AR TFASREE - responses

We collected 412 responses and excluded 37 that
were incomplete, leaving 375 for the analysis.

REAHEE : HE—IWRK » FEIFREAB I [ RRRERIGEEN - H CFRIRERE - M LR
FERRAVIRARRS » BTG RICRERANA E2 !
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We will have two subsections today.




Problem Formulation



Similar Names of Problem Formulation

Problem Formulation Background Task Introduction
Problem Statement Preliminaries Task Definition
Problem Setup Formal Definition

In Al/CS papers, this subsection is usually the first section with
many math symbols.




Example 1 for Problem Formulation (1/2)

2 Background

2.1 Sequence-to-Sequence with Attention

Lets = [s1,...,s7]andt = [t1,...,ts] be (random
variable sequences representing) the source/target
sentence, with I and J respectively being the
source/target lengths. Machine translation involves
finding the most probable target sentence given the
source:
argmax p(t | s)
teT

where 7 is the set of all possible sequences. NMT
models parameterize p(t | s) with an encoder neural
network which reads the source sentence and a de-
coder neural network which produces a distribution
over the target sentence (one word at a time) given
the source. We employ the attentional architecture
from Luong et al. (2015), which achieved state-of-
the-art results on English — German translation.’

Kim, Yoon, and Alexander M. Rush. "Sequence-level
knowledge distillation." EMNLP 2016.

12
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* Jell readers what the target task in

your paper Is
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Example 1 for Problem Formulation (2/2)

Kim, Yoon, and Alexander M. Rush. "Sequence-level

The section is called background knowledge distillation." EMNLP 2016.

Concretely, assume we are learning a multi-class
classifier over a data set of examples of the form

(z,y) with possible classes V. The usual training

criteria 1s to minimize NLL for each example from
the training data,

V)

Lain(0) = =D 1{y = k}logp(y = k| z; 6)
k=1

where 1{-} is the indicator function and p the
distribution from our model (parameterized by 6).

This objective can be seen as minimizing the cross-

entropy between the degenerate data distribution

(which has all of its probability mass on one class)
and the model distribution p(y | z; 0).



Example 1 for Problem Formulation (2/2)

The section is called background ...

Concretely, assume we are learning a multi-class
classifier over a data set of examples of the form

(z,y) with possible classes V. The usual training

criteria 1s to minimize NLL for each example from
the training data,

V|

Lain(0) = =D 1{y = k}logp(y = k| z; 6)
k=1

where 1{-} is the indicator function and p the
distribution from our model (parameterized by 6).

This objective can be seen as minimizing the cross-

entropy between the degenerate data distribution

(which has all of its probability mass on one class)
and the model distribution p(y | z; 0).

Kim, Yoon, and Alexander M. Rush. "Sequence-level
knowledge distillation." EMNLP 2016.

&J What the model is trained with

13
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(which has all of its probability mass on one class)
and the model distribution p(y | z; 0).

Kim, Yoon, and Alexander M. Rush. "Sequence-level
knowledge distillation." EMNLP 2016.

& What the model is trained with

&J Naming convention (later the authors will

write something like this)

13



Example 2 for Problem Formulation

(Empty tile case) Lewis, Patrick, et al. "Retrieval-augmented generation
for knowledge-intensive nlp tasks." NeurlPS 2020.

, se the 1input sequence x to retrieve text documents z and use them
as additional context when generating the target sequence y. As shown in Figure |1, our models
leverage two components: (i) a retriever p,(z|z) with parameters 7 that returns (top-K truncated)
distributions over text passages given a query x and (ii) a generator py(y; |z, 2, y1.;—1) parametrized

by 6 that generates a current token based on a context of the previous 7+ — 1 tokens y1.;_1, the original
input  and a retrieved passage z.

To train the retriever and generator end-to-end, we treat the retrieved document as a latent variable.
We propose two models that marginalize over the latent documents in different ways to produce a
distribution over generated text. In one approach, RAG-Sequence, the model uses the same document
to predict each target token. The second approach, RAG-Token, can predict each target token based
on a different document. In the following, we formally introduce both models and then describe the
py and py components, as well as the training and decoding procedure.

14



Example 2 for Problem Formulation

Lewis, Patrick, et al. "Retrieval-augmented generation
for knowledge-intensive nlp tasks." NeurlPS 2020.

(Empty tile case)

2 Methods

We explore RAG models, which use the input sequence x to retrieve text documents z and use them
as additional context when generating the target sequence y. As shown in Figure |1, our models
leverage two components: (i) a retriever p,(z|z) with parameters 7 that returns (top-K truncated)
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A small tip to save space

A retriever pn(z | X) with parameters 7 ...

| We use p,(z|x) with 7 ..., where p, (z | x) is a retriever, and 7 is the number of

parameters.

15



How to write a Problem Formulation section?

Math Notations

Each sequence is tokenized in to a list of tokens x = {Xy, X, ..., X,_},

where n is the input sequence length.

Task Definition

Our goal is to learn mapping functions between two domains X and Y, given

M

training examples {xi}iil and {y; =1

16



How to write a Problem Formulation section?

Conway A, Hada A, Schluter J, Xu H(, Lowden D, Miller T, Donald K,
C . Teodorczuk A Al-Based Structured Information Extraction From Synthetic
OnStra| nts Nursing Handover Transcripts: Comparative Evaluation of Large Language
Models. JMIR Nursing 2026;9:e106133 doi: 10.2196/106133

This study used a model-evaluation design, corresponding to the “LLM

evaluation” research-design category in TRIPOD-LLM (Transparent Reporting
of a Multivariable Prediction Model for Individual Prognosis or Diagnosis—-Large
Language Models) [16] (Checklist 1).

17



How to write a Problem Formulation section?

Conway A, Hada A, Schluter J, Xu H(, Lowden D, Miller T, Donald K,
_ Teodorczuk A Al-Based Structured Information Extraction From Synthetic
Constral nts Nursing Handover Transcripts: Comparative Evaluation of Large Language
Models. JMIR Nursing 2026;9:e106133 doi: 10.2196/106133

This study used a model-evaluation design, corresponding to the “LLM

evaluation” research-design category in TRIPOD-LLM (Transparent Reporting
of a Multivariable Prediction Model for Individual Prognosis or Diagnosis—-Large
Language Models) [16] (Checklist 1).

Central guide: Formally define the Inputs, expected outputs, and research
boundaries of your task.

17



How to write a Problem Formulation section?

See, Abigail, Peter J. Liu, and Christopher D. Manning. "Get to the point:

Learn | ng ObjeCt“[e Summarization with pointer-generator networks." ACL 2017.

During training, the loss for timestep ¢ 1s the neg-
ative log likelihood of the target word wy for that
timestep:

loss; = —log P(w;) (6)

and the overall loss for the whole sequence 1is:

] 71
loss = T Z . loss; (7)



How to write a Problem Formulation section?

See, Abigail, Peter J. Liu, and Christopher D. Manning. "Get to the point:

Learn | ng ObjeCt|Ve Summarization with pointer-generator networks." ACL 2017.

During training, the loss for timestep ¢ is the neg-
ative log likelihood of the target word wi for that

timestep:
loss; = —log P(w;) (6)
and the overall loss for the whole sequence 1is:
| T
loss = T Z . loss; (7)

. Optional: Include a high-level objective if it helps define the task goal. If your
Loss Function depends on model internals, defer it to the Method section.

18



Sentence Bank - Problem Formulation

 We study the task of X: given A, the goal is to produce B.

 Formally, let A denote ... and B denote ...
. We denote the training set by &Y = (x;, yi)i.\; -

* At inference the model observes only A.

 “Throughout the paper, bold lowercase letters denote vectors and bold
uppercase letters denote matrices.” La One line only throughout the paper.

» We use 1 to index reports and 7 to index tokens.

19



Your lTurn




Model Architecture




The overview figure is your outline.

* Your Figure 1 already contains the structure of this subsection.
* one box in the figure — one paragraph
* the order of the arrows — the order of the paragraphs
 the name in the box — the name in the paragraph heading

 |f the figure and the subsection disagree about the order, one of them is
wrong. This is why we drew the figure first.

22



The two steps of a Model Architecture section

) Announce — name the components, and point at the figure.

One paragraph per component — what goes in, what happens, what
comes out.

« Mark what is standard — cite it and move on, so the reader knows where to
looK.

I Target length: as long as it needs to be. This is the longest subsection in your
paper.

23



Step 1: announce and point at the figure

"As shown 1n Figure~\ref{fig:overview}, \method has

three components: a report encoder, a cluster-based

scorer, and a ranking head. We describe each 1n turn.”

Three things this sentence does:
*tells the reader how many parts there are, so they can keep count
*gives the order you will use

ties the text to the figure with a real \ref

24



Step 2: One paragraph per component

For example, if my method has
three components:

(1) Segment Model

(2) Classifier

(3) Proposed Framework

how to separate the words in a sequence. In other
words, the segment model acts as a teacher for the
classifier. The following sections first introduce the
details of the two modules and then describe the
training process in our proposed framework.

2.1 Segment Model

In our approach, we employ the Segment Language
Model (SLM) proposed by Sun and Deng (2018)
as our segment model for providing pseudo-labels
in our proposed framework. SLM is a language
model which segments a sequence according to
the probability of generating <eos> (end of a seg-
ment) as the next character. For example, given a
sequence {x1,x2, 3}, two segments {x1, 2} and
{z3} can be obtained via SLM if the probability of
generating <eos> after x7 is higher than that after
x3. We omit an exhaustive unsupervised training
process of SLM (Sun and Deng, 2018) and refer
readers to the original paper for more details.

2.2 Classifier

We follow Xue (2003) to treat CWS as a sequence
tagging task. As the illustration in Figure 1 (b),

we add fully-connected layers (FC) on top of the
BERT (Devlin et al., 2018) model as our classifier:

pij = softmax(W - h;; + b),
Vi € [1,N],Vj € [1, T3],

where p;; is the probability of the j-th token in the
1-th sequence, N is the number of examples in a
dataset, and 7; is the length of the i-th sequence.
W € R%* and b € RF are trainable parameters
for k output tagging labels, and h;; € R? is the
output hidden state of BERT at the j-th token with
d dimensions.

2.3 Training Framework

Our training framework is composed of two stages,
as illustrated in Figure 1. In the first stage, we
follow Sun and Deng (2018) to train the segment
model. We then perform pseudo-labeling and cre-
ate high-quality word segments with the segment
model. In the second stage, we use these pseudo-
labeled segments to train the classifier with cross-
entropy loss:

N T;
L=-)") yilog(pi;)

i=1 j=1

where y;; is the pseudo-label of the j-th token in the
i1-th sequence. We adopt the tagging schema with
binary tagging labels (k = 2), where "1" represents
"segment from the next character" and "0" indicates
"do not segment." The results with other tagging
schemas are included in Appendix A.1.

Our goal is to provide the pre-trained classifier
with pseudo-labels as training data, allowing it
to utilize the knowledge acquired during its pre-
training stage to learn further and improve its per-
formance on Chinese word segmentation.

3 Experiments

3.1 Datasets

We conduct experiments on the eight widely used
datasets, including AS, CityU, MSR and PKU from
the SIGHAN 2005 Bakeoff (Emerson, 2005), SXU
from the SIGHAN 2008 Bakeoff (Jin and Chen,
2008), CNC and CTB from the Penn Treebank
(Xue et al., 2005), and UD from the CoNLL 2018
Shared Task (Zeman et al., 2018). We use the eval-
uation script provided by SIGHAN 2005 (Emerson,
2005) and report the results in F1 scores.

25



Step 2: One paragraph per component

For example, if my method has
two sub-components:

(1) Prompt Design

(2) RAG

Retriever Training Set Construction

Since our dataset lacked direct AIS annotations for specific text
spans, we adopted a proxy task strategy to train the retriever.
We used trauma-related ICD-10-CM codes (S00 to T75) and
their official descriptions to create training pairs, allowing the
retriever to learn semantic alignments between clinical narratives
and structured injury codes. At this phase, 8 records with no
ICD (International Classification of Diseases) codes were
removed from the 4092 cases. To mitigate the risk of overfitting
the retriever on /CD-10-CM descriptions, we randomly selected
70% (2859 discharge diagnoses) of the records from the pool
of 4084 cases for training rather than using all available cases.
The remaining 1225 (30%) records were not used for training
or hyperparameter tuning. The 4 supplementary test cases
(mentioned in the previous section) were drawn from the
held-out portion of this pool. No case in the final test set appears
in the retriever’s training data. As a single discharge diagnosis
may contain multiple /ICD-10 codes, this process yielded 7570
training examples in total. The system’s final performance was
evaluated exclusively on a held-out test set of 100 discharge
diagnoses. These cases were annotated by a physician, with a
subset independently reviewed by a senior trauma specialist for
quality assurance.

Using LLMs for ISS Calculation
Prompt Design

In our prompts, we instructed an LLM to take the role of a senior
trauma registrar. We then guided an LLM to extract the AIS
codes based on the AIS 1998 code set and explicitly described
how to calculate the ISS score from the extracted AIS codes.
In addition to the guidance on ISS calculation, we also provided

https://medinform jmir.org/2026/1/€93922/

2 simple examples to enhance the LLLM’s understanding of ISS
calculation. The prompts also included requirements to mention
explanations or uncertainties to improve performance via
reasoning [17] and to provide more transparent responses. Each
model was instructed to return its analysis in JSON format,
containing a required “explanation” field describing how the
AIS scores and ISS were derived, a required “ISS” field holding
the calculated score, and optional “limitations” and
“uncertainties” fields. The final ISS used in all analyses was
taken from the “ISS” field of each response; in the few cases
where a model returned this field as an arithmetic expression
rather than a single integer, the resulting value of that expression
was used, and the ISS was never read from the “explanation”
text. The same base prompt was used for all evaluated LLMs
and experimental settings, with the retrieved AIS entries inserted
before the discharge diagnosis in the RAG settings. The prompts
used in this study are provided in section A in Multimedia
Appendix 1.

While LLMs possess broad knowledge, they often lack
specialized information such as the AIS 1998 code set. When
prompted directly, these models exhibit a tendency to hallucinate
or generate factually incorrect AIS codes, thereby making wrong
ISS calculations. To mitigate this, we used a RAG framework
to ground the model’s responses in an authoritative knowledge
source. Our RAG architecture consists of 2 core components:
a retriever and a generator. The retriever searches a vector
database built from the AIS 1998 dictionary, which contains
1366 entries. Each entry has a 6-digit AIS predot code, a
free-text injury description, an AIS severity value, and an ISS
body region. For example, entry 150200 has the description

JMIR Med Inform 2026 | vol. 14 193922 | p. 4

26



Step 2: Input shape and output shape

2.2 Classifier

We follow Xue (2003) to treat CWS as a sequence
tagging task. As the illustration in Figure 1 (b),
we add fully-connected layers (FC) on top of the

BERT (Devlin et al., 2018) model as our classifier:

Dij = SOftmaX(W y hij + b),
Vi € [1,N],Vj € [1,T}],

where p;; 1s the probability of the j-th token in the
1-th sequence, NV 1s the number of examples in a

dataset, and 1; 1s the length of the i-th sequence.

for k output tagging labels, and| h;; € R%lis the
output hidden state of BERT at the j-th token with
d dimensions.

W € R%*<k and b € RF*|are trainable i arameters

For Al/CS papers, writing shape information

will help readers understand your method

more clearly .
W11 W12
1 %2 X3] X (W21 Waz| 4[b; by] =[o; 0]
W31 W32
IR1X3 RBXZ ]R1><2 ]R1><2
Input Internal computation Output
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« Mark what is standard

"We use a standard Transformer encoder \citep{vaswani2017}; we describe only
the parts we change.”’

This does three things at once:
e Saves space — you do not re-explain attention in 2026.
* Directs attention — the reader now knows where your contribution Is.

* |s honest — it says clearly what you did not invent.

Same rule as the figure last week: detail belongs where your idea is.
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What does not belong to this subsection

Save all of this for Week 6:

* |oss functions, and how they are combined

* the training algorithm or any pseudocode

* optimiser, learning rate, batch size, number of epochs

* hardware, training time, random seeds

Today: what the model is. Next week: how it is trained.
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Sentence Bank

(Example) Category

Example

Module-passing

The [Component A, e.g., text encoder] processes the input raw representation X
and maps it into a high-dimensional feature vector h [with dimension].

The intermediate representations generated by [Module A] are concatenated with
[Feature B] before being fed into [Module CJ.

Mechanics / Operations

The variable X is operationalized as the time interval between [Event A] and [Event
B], measured in [seconds / days].

Intervention fidelity was operationalized by evaluating adherence to [Standard
Protocol] using a structured checklist.

Loss Function

The overall optimization objective combines the primary loss $\mathcal{L}
_{\text{task}}$ and a regularization term $\mathcal{L}_{\text{reg}}$:

Ltotal — Ltask =+ >\£reg

Decision Rule

A decision rule is applied such that if [Condition A] holds, the system executes
[Action 1]; otherwise, it falls back to [Action 2].

Patients were categorized into the high-risk intervention group if they met at least
two of the following criteria: [Criterion A], [Criterion B], or [Criterion C].
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Common mistakes in the Method section

* Describing your code instead of your method (class names, file names, library
calls)

e A wall of text with no bold component names
* Explaining a standard well-known model (e.g., Transformer) for half a page
 Components in a different order from the figure

* No output shapes (in Al/CS papers)
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Your lTurn




Zotero



NEXT WEEK ATTENTION!!

 We will have “Algorithms, Loss Functions, and Training Detalls™ next week.
* Please bring your Methods materials to class!
 Two weeks for the method section.

 We will have more time for revisions next week.
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Thank you for your participation &



